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Abstract

The goal of the present study was to devise a means of representing languages in a perceptual similarity space based on their overall
phonetic similarity. In Experiment 1, native English listeners performed a free classification task in which they grouped 17 diverse lan-
guages based on their perceived phonetic similarity. A similarity matrix of the grouping patterns was then submitted to clustering and
multidimensional scaling analyses. In Experiment 2, an independent group of native English listeners sorted the group of 17 languages in
terms of their distance from English. Experiment 3 repeated Experiment 2 with four groups of non-native English listeners: Dutch,
Mandarin, Turkish and Korean listeners. Taken together, the results of these three experiments represent a step towards establishing
an approach to assess the overall phonetic similarity of languages. This approach could potentially provide the basis for developing pre-
dictions regarding foreign-accented speech intelligibility for various listener groups, and regarding speech perception accuracy in the con-
text of background noise in various languages.
� 2010 Elsevier B.V. All rights reserved.
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1. Introduction

Decades of research on cross-language and second-lan-
guage phonetics and phonology have established the tight
connection between native language sound structure and
patterns of non-native language speech production and
perception. Moreover, models and theories of non-native
speech production and perception (Flege, 1995; Best
et al., 2001; Kuhl et al., 2008) have provided principled
accounts and specific predictions regarding the relative
ease or difficulty of perception and production that vari-
ous sound contrasts present for various native language

(L1) and target language (L2) pairings. A recurrent
theme in this large literature is the important role played
by phonetic distance or similarity between languages in
determining the observed patterns of cross-language and
second-language speech perception and production. Pho-
netic and phonological similarity is typically not formally
defined in this literature and often is limited to segmental
similarity. However, the overall phonetic similarity of two
languages will be driven not only by their segmental
properties, but also by their prosodic properties, includ-
ing metrical and intonational structures, and their phono-
tactic properties, including permissible segment
combinations and syllable shapes. Thus, a major remain-
ing challenge is how exactly to determine the overall pho-
netic and phonological likeness of any two languages
such that inter-language distances can be adequately
quantified (e.g. see Strange, 2007 regarding distances
between vowel systems).
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The challenge of assessing phonetic distance becomes all
the more pressing when we consider overall speech intelli-
gibility between native and non-native speakers of a target
language because it requires us to consider multiple acous-
tic–phonetic dimensions over multiple linguistic units (e.g.
segments, syllables, and phrases). That is, for the purpose
of identifying mechanisms that underlie overall speech
intelligibility between native and non-native talkers of a
target language we need a multi-dimensional space that
incorporates native-to-non-native (mis)matchings across
the sub-segmental, segmental and supra-segmental levels.
This daunting challenge is important because the availabil-
ity of a multidimensional similarity space for languages
would allow us to generate predictions about the mutual
intelligibility of various foreign accents. To the extent that
the critical dimensions of this space can be specified, we
would then be able to identify the specific features of vari-
ous foreign accents that are most likely to cause intelligibil-
ity problems for native listeners and that could potentially
be the most beneficial targets of automatic enhancement
techniques or speech training. Accordingly, the present
study presents a perceptual similarity approach to language
classification as a step towards the goal of deriving percep-
tually motivated predictions regarding variability in cross-
language speech intelligibility.

The typical approach to language classification appeals
to specific structural features of the relevant languages’
sound systems such as the phoneme inventory, the phono-
tactics (e.g. preferred syllable shapes), rhythmic structures
(e.g. stress-, mora- or syllable-timed) or prosodic structure
(e.g. lexical tones, predictable word stress patterns, etc.).
For example, Dunn et al. (2005) applied biological cladistic
methods (i.e. a system of classification based on evolution-
ary relationships) to structural features of the sound and
grammar systems of the Papua languages of Island Mela-
nesia. This structural approach, which included 11 sound
structure features (eight phoneme inventory and three pho-
notactic) and 114 grammar-based features (including fea-
tures related to ordering of noun phrase elements, the
nominal classification system, the verb system, etc.) led
these researchers to an account of the development of these
languages that extended to impressive time depths. Simi-
larly, in an example of a dialect classification study, Hee-
ringa et al. (2009) showed good agreement between
models of Norwegian dialect distances based on acoustic
features (Levenshtein distances between productions of a
standard passage), traditional dialectology based on a set
of predetermined linguistic features (six sound system, four
grammatical) and native speakers’ perceptions (perceived
distances between a given dialect and the listener’s native
dialect). The language and dialect classification findings
from studies such as these are highly informative. How-
ever, for the purposes of devising a similarity space for lan-
guages from which cross-language speech intelligibility can
be determined, a different set of challenges is presented. In
particular, the acoustic feature-based approach of (Heerin-
ga et al., 2009) requires productions of a standardized text,

and the linguistic feature-based approach of (Dunn et al.,
2005) does not easily take into account variation in the rel-
ative salience of the individual features in foreign-accented
speech, or the effect of the listener’s language background
(see also Meyer et al., 2003). For example, languages A
and B, that have no known genetic relationship or history
of population contact, may both have predominantly CV
syllables, similar phoneme inventories and a prosodic sys-
tem with lexical pitch accents. Yet, these two languages
may sound less similar to a naı̈ve observer than two lan-
guages, C and D, that both have lexical tone systems with
both level and contour tones, but have widely differing
phoneme inventories and phonotactics. In order to capture
the possibility that A-accented B may be less intelligible to
native B listeners than C-accented D is to native D listen-
ers, we need a language classification system that is based
on overall perceived sound similarity. That is, we need a
language classification system whose parameters reveal
the nature and functional implications of foreign-accented
speech. Rather than the discovery of language history or
the dialect landscape, the overall goal of this language clas-
sification enterprise is to predict which foreign accents will
most or least impede speech intelligibility in cases of vari-
ous target and source languages. By classifying languages
in terms of their overall perceived sound similarity we
may be able to explain why native English listeners often
find Chinese-accented English harder to understand than
Korean-accented English, and why native Chinese listeners
(with some knowledge of English) can find Korean-
accented English about as intelligible as Chinese-accented
or native-accented English (cf. Bent and Bradlow, 2003).

The logic behind the perceptual similarity approach is
that since the range of possible sound structures is limited
by the anatomy and physiology of the human vocal tract as
a sound source, and of the human auditory system as a
sound receptor, languages that are genetically unrelated
and that may never have come into contact within a popu-
lation of speakers may share specific features of their sound
structure that make them “sound similar” to naı̈ve listen-
ers. That is, languages may converge on similar sound
structure features whether or not they are derived from a
common ancestor or have a history of population contact.
Sound structure similarity may then play an important role
in determining the mutual foreign-accent intelligibility
across speakers of two apparently unrelated languages
especially in the context of communication via a third,
shared language that functions as a lingua franca. How-
ever, since overall sound similarity is based on the percep-
tual integration of multiple acoustic–phonetic dimensions,
it cannot easily be determined on the basis of structural
analysis.

In the present study, we attempted to create a language
classification space with dimensions that are based on per-
ception rather than on a priori phonetic or phonological
constructs. A similar approach has been taken by research-
ers interested in improving and understanding the basis for
language identification by humans and computers. In par-
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ticular, a series of studies by Vasilescu and colleagues
(Vasilescu et al., 2000, 2005; Barkat and Vasilescu, 2001)
investigated the abilities of listeners from various native
language backgrounds to discriminate various language
pairs (with a focus on the Romance, Arabic and Afro-Asi-
atic language families). The data showed that the ability to
discriminate languages varied depending on the listener’s
prior exposure to the languages, and multi-dimensional
scaling analyses showed that the strategies employed in
the language discrimination task was dependent on the lis-
tener’s native language.

In the present study, we used a perceptual free classifica-
tion experimental paradigm (Clopper and Pisoni, 2007)
with digital speech samples from a highly diverse set of lan-
guages. In Experiment 1, native English listeners performed
a free classification task with digital speech samples of 17
languages (excluding English). The classification data were
submitted to clustering and multi-dimensional scaling
(MDS) analyses. The MDS analysis provided some sugges-
tion of the dimensions along which the 17 languages were
perceptually organized, which in turn suggested a relative
ranking of the 17 languages in terms of their distance from
English. Accordingly, in Experiment 2, a separate group of
native English listeners then ranked the same samples of 17
languages from Experiment 1 in terms of their perceived
distance from English. These rankings were then correlated
with the distances-from-English suggested by Experiment
1. Finally, the purpose of Experiment 3 was to investigate
the native-language-dependence of the observed distance-
from-English judgments from Experiment 2. Accordingly,
four groups of non-native English listeners performed the
distance-from-English ranking task (as in Experiment 2
with the native English listeners). These non-native listen-
ers were native speakers of Dutch, Mandarin, Turkish or
Korean.

2. Experiment 1

2.1. Method

2.1.1. Materials

Samples of 17 languages were selected from the down-
loadable digital recordings on the website of the Interna-
tional Phonetic Association (IPA). The selected samples
were all produced by a male native speaker of the lan-
guage and were between 1.5 and 2 s in duration with no
disfluencies. The samples were all taken from translations
of “The North Wind and the Sun” passage in each lan-
guage. The samples were selected to be sentence-final into-
national units with no intonation breaks in the middle,
easily separable from the rest of the utterance, and
include the non-English segments or segment combina-
tions as listed in the language descriptions that accom-
pany transcriptions of the recordings in the IPA
Handbook (International Phonetic Association, 1999).
Transcriptions of the 17 selected samples are provided
in the Appendix. We excluded English, the native lan-

guage of the participants in this experiment, and lan-
guages that are commonly studied by students at
universities in the United States of America, such as
French and German. The reason for including only lan-
guages that were expected to be unfamiliar to the partic-
ipants was to ensure that they performed the free
classification task based on perceived phonetic similarity
rather than based on signal-independent knowledge
about the languages and their genetic or geographical
relationships.

2.1.2. Phonetic analysis

A set of phonetic parameters were examined for each
language sample, as shown in Table 1. Parameters 1–4 cap-
ture overall timing and speaking rate characteristics. Total
sample duration (1) was simply the duration of the digital
speech file. Segments (2) and syllables (3) were counted
based on the phonetic transcriptions in the IPA handbook.
A syllable was defined as a peak in sonority (a vowel or
vowels) separated from other peaks by less sonorous seg-
ments in the transcription. A syllable in Cantonese was
defined as a segment or group of segments with a single
tone in the transcription. Speech rate (4) was calculated
as the number of syllables (2) divided by the total duration
(1) in seconds.

Parameters 5–12 are based on proposed measures of
typological rhythm class and its related phonotactic fea-
tures (Ramus et al., 1999). For parameters 5, 6, 9, and
11, vocalic portion was defined as a portion of the speech
signal that exhibited high amplitude relative to surround-
ing consonantal portions, periodicity in the waveform dis-
play, and clear formant structure in the spectrogram
display. For parameters 7, 8, 10 and 12, consonantal por-
tion was defined as a portion of the speech signal that
was clearly aperiodic. With these definitions, all vowels
were marked as vocalic intervals, and obstruents and sono-
rants that could be clearly separated from neighboring
sounds were marked as consonantal portions. In the case
of a sonorant–vowel or vowel–sonorant sequence where
no clear boundary was observed (i.e. there was no clear
amplitude difference or change in formant structure), the
sonorant was included in the vocalic portion. A contiguous
sequence of one or more vowels (or consonants) was
marked as one vocalic (or consonantal) portion even when
it spanned syllable and word boundaries.

Parameters 13–16 focused on F0, which was extracted
from the digital speech file using the standard pitch extrac-
tion function in Praat (Boersma and Weenink, 2009).
Finally, parameters 17–20 capture other features in the
samples at the segmental and suprasegmental levels. All
were based on information provided in the IPA Handbook
transcription and accompanying text. (It is important to
note that these 20 parameters do not capture all possible
acoustic–phonetic features of the speech samples. A full
acoustic analysis of the samples, including both static and
dynamic features, at the sub-segmental, segmental and
suprasegmental levels remains to be done.)
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2.1.3. Participants

Twenty-five native speakers of American English partic-
ipated in Experiment 1. They were recruited from the
Northwestern University Linguistics Department subject
pool (age range 17–30 years, 16 females, 9 males). All par-
ticipants received course credit for their participation.
None reported any speech or hearing impairment at the
time of testing.

2.1.4. Free classification procedure

The procedure for this experiment followed that of
(Clopper and Pisoni, 2007) very closely. Participants were
seated in individual sound treated booths in front of a com-
puter. In the center of the screen was a 16 � 16 grid. On the
left of the screen were 17 rectangles (the “language icons”)
with arbitrary labels, e.g. BB, VV, etc. Double-clicking on
one of these language icons caused the speech sample for
that language to be played out over headphones. The par-
ticipants were asked to “group the languages by their
sound similarity,” and were reminded that languages of
the world can differ in terms of phonetic inventory, phono-
tactics, and prosody. They were instructed to perform this
task by dragging the language icons onto the grid in an
arrangement that reflected their judgments of how similar
the languages sounded: languages that sounded similar
should be grouped together on the grid. Languages that
sounded different should be in separate groups on the grid.
Participants could take as long as they liked to form their
language groups and could form as many groups as they
wished. They could listen to each language sample as often
as they liked. Subjects were always given the opportunity to
ask questions about this task if they found the instructions
unclear or confusing. Since no subject expressed any doubt

about the task we believe that they were able to perform it
adequately. Typically, the language classification task took
approximately 10–15 min.

Following the free classification task described above,
the participants performed a language identification task
in which they were asked to listen to the languages and
to identify them by name, by geographical region where
the language is spoken or by language family to which
the language belongs. The purpose of this questionnaire
was to verify that the participants based their judgments
on phonetic similarity rather signal-independent
knowledge.

2.1.5. Free classification data analysis

Data from the free classification task were submitted to
three separate analyses (see Clopper, 2008 for more
details). First, simple descriptive statistics on the grouping
patterns were compiled. Second, based on a similarity
matrix representing the frequency that each language was
grouped together with every other language, additive simi-
larity tree clustering (Corter, 1982) and ALSCAL multidi-
mensional scaling (Takane et al., 1977; Kruskal and Wish,
1978) analyses were performed.1 The clustering analysis
involves an iterative pair-wise distance calculation that
provides a means of quantifying the average pair-wise dis-
tances across all listeners for the objects in the data set (in
this case, languages). At each iteration, the two most sim-
ilar objects or clusters of objects from a previous iteration
are joined, and the similarity matrix is recalculated with
each cluster treated as a single object. The resulting struc-
ture is represented visually as a tree that reveals clusters
of similar objects. The multidimensional scaling (MDS)
analysis fits the entire similarity matrix to a model with a
specified number of orthogonal dimensions. At each itera-
tion, the function relating model distances to data distances
is made increasingly monotonic. The resulting MDS repre-
sentation facilitates the identification of the physical
dimensions that underlie the perceptual similarity space.
The two models (clustering and MDS) may produce some-
what different visual representations of the perceptual sim-
ilarity space, given the different methods of model-fitting
and different visual representations of distance.

2.2. Results

The language identification questionnaire confirmed
that the subjects were generally unable to identify the lan-
guages. Responses were scored on a three point scale:

Table 1
List of phonetic parameters examined in each of the 17 language samples.

1. Total sample duration in seconds
2. Number of syllables in sample
3. Number of segments in sample
4. Speech rate (syllables/second)
5. Number of vocalic portions
6. Duration of vocalic portions
7. Number of consonantal portions
8. Duration of consonantal portions
9. Percentage of sample duration devoted to vocalic portions

10. Percentage of sample duration devoted to consonantal portions
11. Standard deviation of vocalic portion durations
12. Standard deviation of consonantal portion durations
13. F0 mean
14. F0 minimum
15. F0 maximum
16. F0 range (F0 maximum–F0 minimum)
17. Maximum number of consonants in a row
18. Presence/absence of dorsal consonants aside from /g, k/, or /N/

(“marked back segments”)
19. Presence/absence of front rounded vowels (“marked front

vowel rounding”)
20. Presence/absence of other “notable/non-English” phonetic fea-

tures (e.g. geminate consonants, bilabial fricatives, lexical tone)

1 ALSCAL multidimensional scaling analyses take a single matrix
summed over all participants and return a multidimensional space for the
objects. The resultant space can be rotated to find the best interpretation,
however it does not have to be rotated for interpretation. In contrast,
INDSCAL (individual differences scaling) multidimensional analyses take
individual matrices from each participant and return a multidimensional
space for the objects (here, languages) and dimension weights for each
participant. An INDSCAL analysis cannot be rotated and must be
interpreted with respect to the dimensions that are returned.
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0 = incorrect or blank, 1 = correct geographical region
(broadly construed) or language family, 2 = correct lan-
guage. Average language scores across all listeners ranged
from 0.08 for Hausa to 1.16 for Cantonese and Hebrew,
with a mean and median of 0.67 and 0.72, respectively.
Average listener scores across all languages ranged from
0.18 to 1.0 with mean and median scores of 0.67 and
0.71, respectively. Thus, none of the languages was easily
identified and none of the listeners was particularly familiar
with the languages.

In the free-classification task, the listeners formed an
average of 6.96 groups with an average of 2.57 languages
per group. The median and range for the number of groups
were 7 and 4–11, respectively. For the number of languages
per group, the median and range were 2 and 1–7,
respectively.

Fig. 1 shows the results of the clustering analysis. The
distance between any two languages can be determined
by summing the lengths of the horizontal lines that must
be traversed to get from the position of one language to
the other.2 This clustering analysis was able to capture a
substantial portion of the variance associated with the task
(R2 value of .80).

The clustering solution reveals three main clusters: the
top cluster including Amharic, Arabic, Hebrew, Persian,
Cantonese, Sindhi, and Japanese; the middle cluster includ-
ing Croatian, Catalan, Galician, Hausa, and Korean; and
the bottom cluster including Dutch, Swedish, Hungarian,
Turkish, and Slovene. The top cluster is further divided
into two sub-clusters, separating the Semitic languages
and Persian from Cantonese, Japanese, and Sindhi. The
middle cluster is also further divided into two sub-clusters
separating Hausa and Korean from the Indo-European
(Slavic and Romance) languages.

The circles and squares indicate the six language pairs
that were judged to sound the most similar to each other.
Of these six pairs, the three in squares are languages that
are known to be closely related genetically and to share
numerous sound structure features: Arabic–Hebrew, Cata-
lan–Galician, Dutch–Swedish. The grouping of these three
pairs provides some confirmation of the validity of the
technique in terms of its sensitivity to sound-based percep-
tual similarity of languages to naı̈ve listeners with short
speech samples. The other three pairs (circles), Canton-
ese–Sindhi, Hausa–Korean, and Hungarian–Turkish do
not represent languages with known genetic relationships,
and thus suggest that the free classification task was sensi-
tive to their “genetically unexpected” sound similarity.

In order to gain some insight into the perceptual dimen-
sions that underlie the patterns of similarity judgment, we

then examined the 2-dimensional MDS solution (Fig. 2).
This solution provided the best fit for these data as indi-
cated by the “elbow” in stress values (for the 1-, 2- and
3-dimensional solutions, the stress values were .49, .22
and .15, respectively) and was interpretable without rota-
tion. The three clusters that were observed in the additive
similarity tree analysis (Fig. 1) are also visible in the
MDS solution. The languages in the top cluster are all
located in the top right quadrant of the MDS solution,
except for Japanese which is in the top left quadrant. The
languages in the middle cluster are all located in the left
central section of the MDS solution, and the languages in
the bottom cluster are all located at the bottom of the
MDS solution. Thus, both visual representations of the
perceptual similarity structure of these languages revealed
perceptual groups of genetically similar languages, such
as the Semitic or Romance languages, as well as perceptual
groups of genetically more distant languages, such as Can-
tonese and Sindhi, or Hungarian, Turkish, and Slovene.

Our interpretation of the dimensions that underlie the
space in Fig. 2 was based on the series of phonetic analyses
of the 17 language samples shown in Table 1. For the
parameters with continuous scales (i.e. parameters 1–17),
we examined the correlation between the values along the
parameter scale and the values along each of the MDS
dimensions. None of these correlations turned out to be
significant. For the categorical scales (i.e. parameters 18–
20), the examination was qualitative rather than quantita-
tive (do the MDS dimensions separate the languages in
terms of the parameter categories?). Dimension 1 (horizon-
tal) in the MDS space shown in Fig. 2 appeared to sort lan-
guages according to the presence or absence of marked
back segments in the sample (defined as dorsal consonants
other than /g/, /k/, or /N/). In particular, the languages on
the right hand side of the space are languages with more
than just /k/, /g/ or /N/ in their sample, including /x/ and
other sounds produced further back in the vocal tract.
Dimension 2 (vertical) showed a tendency to divide lan-
guages into those with marked front vowel rounding (bot-
tom quadrants) versus those with more typical unrounded
front vowels (top quadrants) in the sample. However, this
interpretation of Dimension 2 does not account for the
placement of Cantonese and Slovene. The Cantonese sam-
ple included one front rounded vowel, yet Cantonese
appears at the top end of Dimension 2 in Fig. 2 (i.e. the
“typical front vowel rounding” end of the dimension).
The Slovene sample did not include front rounded vowels,
yet it appears at the bottom end of Dimension 2 in Fig. 2
(i.e. the “marked front vowel rounding” end of the dimen-
sion). An alternative interpretation of Dimension 2 (verti-
cal) is that it divides languages along a geographical
east–west dimension. While this is not an acoustic dimen-
sion per se, it may reflect some combination of sound struc-
ture features that spread (due to either contact or genetic
relationship) across the globe according to a geographically
defined pattern. An examination of rotations of the space
in five degree increments did not reveal any other dimen-

2 Unlike with more commonly used hierarchical clustering methods, the
terminal nodes (branches) of additive similarity trees are not equidistant
from the root of the tree. This feature is desirable for capturing overall
similarity in the space (because some objects can be more different from
the root than others), but it makes interpretation of the location along the
x-axis of the branching nodes less informative.
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sions that were more interpretable or strongly correlated
with any of the other phonetic properties in Table 1.

The interpretation of the MDS dimensions in terms of
marked back consonants, marked front rounded vowels,
and geography is also consistent with the interpretation
of the clustering solution as revealing three main clusters.

The top cluster includes eastern languages with marked
back consonants and without front rounded vowels. The
bottom cluster includes western languages with marked
back consonants and front rounded vowels. The middle
cluster includes languages without marked back
consonants.

Fig. 1. Experiment 1 clustering analysis.

Fig. 2. Experiment 1 multi-dimensional scaling solution.
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While the second dimension of this space is difficult to
uniquely interpret, we can provisionally and speculatively
locate English in the space shown in Fig. 2. Specifically,
as a western language without “marked back segments”

(which we define rather broadly here as back segments
other than /k/, /g/ or /N/), English should be located
towards the bottom left corner of the language space. This
then sets up some predictions regarding the perceptual dis-
tance from English of each of the 17 languages. If marked
back consonants are more salient for judgments of lan-
guage similarity, then Galician, Catalan, Croatian and
Hausa should be judged to sound most similar to English,
and Arabic, Hebrew and Dutch should be most different
from English (despite the genetic and structural similarities
of Dutch and English). If front rounded vowels are more
salient for judgments of language similarity, then Swedish,
Dutch, and Turkish should be judged to sound most simi-
lar to English, and Cantonese and Sindhi should be most
different from English. If marked back consonants and
front rounded vowels combine perceptually for judgments
of language similarity, then distance from English may be
best represented by Euclidean distance in the space from
the bottom left corner, in which case Hungarian should
be closest, and Sindhi and Arabic should be farthest from
English. As a way of verifying our interpretation of the
MDS space in Fig. 2, Experiment 2 tested these predictions
using an explicit distance-from-English task.

3. Experiment 2

3.1. Method

The stimuli were identical to those of Experiment 1. A
new group of 23 native American English listeners (age
range 18–22 years, 20 females, 3 males) were recruited from
the same population as Experiment 1. The task for Exper-

iment 2 was similar to the free classification task (Experi-
ment 1) except the display was a “ladder” instead of a
grid (a series of rows in just one column) with the word
“English” on the bottom “rung” of the ladder. The listeners
were instructed to “rank the languages according to their
distance from English.” Subjects could put more than
one language on the same “rung” if they thought they were
equally different from English. Following this “ladder
task,” subjects performed the same language identification
task as in Experiment 1.

3.2. Results

As for Experiment 1, the post-test questionnaire con-
firmed that the subjects were generally unable to identify
the languages. On the three point scale (0 = incorrect or
blank, 1 = correct geographical region or family, 2 = cor-
rect language), average language identification scores
across all listeners ranged from 0.04 for Hausa to 1.30
for Arabic. Average scores for the listeners across all lan-
guages ranged from 0.29 to 1.0 with mean and median
scores of 0.67 and 0.71, respectively. Thus, as for Experi-
ment 1, none of the languages was easily identified and
none of the listeners was particularly familiar with the
languages.

Table 2 (first data column) shows the mean distances
from English for each of the languages listed in alphabeti-
cal order as rated by the 23 native English listeners (see
Table 4 for a listing of the languages in order of increasing
distance from English). The proximity of Dutch to English
is not particularly surprising based on the known genetic
and structural similarities of these two languages and sug-
gests that the role of marked back segments (which Dutch
includes but English does not) may be less salient than
other features of similarity between these two languages
when the task involves explicit similarity judgments to Eng-

Table 2
Mean distances from English (standard deviations are given in parentheses) for an alphabetical listing of the 17 languages in Experiment 2 (English
listeners) and Experiment 3 (Dutch, Mandarin, Turkish, and Korean listeners).

Language English listeners Dutch listeners Mandarin listeners Turkish listeners Korean listeners
(n = 23) (n = 20) (n = 16) (n = 13) (n = 6)

Amharic 11.1 (4.7) 11.9 (3.4) 11.1 (4.2) 11.2 (3.5) 10.0 (4.8)
Arabic 13.4 (3.5) 14.0 (2.3) 12.8 (3.8) 13.4 (3.8) 10.5 (4.2)
Cantonese 14.8 (2.4) 15.5 (2.2) 15.3 (2.6) 9.5 (3.9) 12.5 (1.9)
Catalan 4.4 (3.4) 8.2 (3.1) 8.0 (3.0) 6.8 (3.5) 7.0 (3.9)
Croatian 6.3 (2.8) 9.9 (3.3) 10.3 (2.5) 6.5 (3.0) 9.2 (4.0)
Dutch 4.2 (3.5) 5.1 (3.5) 6.9 (3.6) 4.5 (3.9) 4.8 (2.5)
Galician 5.2 (3.2) 7.1 (2.8) 6.8 (3.3) 7.3 (2.6) 7.7 (3.7)
Hausa 7.0 (3.1) 9.6 (3.1) 11.7 (3.9) 7.8 (3.9) 10.7 (3.5)
Hebrew 10.6 (3.8) 13.2 (2.2) 13.4 (3.4) 6.0 (3.6) 11.3 (3.6)
Hungarian 8.6 (3.3) 9.4 (4.2) 5.2 (4.2) 8.1 (4.2) 6.2 (4.7)
Japanese 9.0 (3.8) 12.4 (3.9) 14.3 (2.4) 6.0 (4.8) 13.7 (1.8)
Korean 8.9 (4.1) 10.0 (4.6) 13.3 (3.4) 10.0 (5.0) 13.7 (2.1)
Persian 9.7 (3.1) 11.9 (3.6) 8.6 (3.9) 10.2 (4.0) 8.8 (3.4)
Sindhi 11.9 (4.4) 11.6 (4.2) 10.7 (3.7) 7.2 (4.4) 9.0 (5.0)
Slovene 9.1 (4.5) 8.6 (4.9) 8.0 (4.6) 3.2 (2.5) 7.2 (3.8)
Swedish 6.5 (3.3) 7.9 (3.9) 5.3 (3.2) 3.9 (3.6) 3.8 (2.3)
Turkish 7.9 (3.4) 11.0 (3.0) 6.3 (2.8) 6.7 (3.8) 6.7 (3.7)
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lish. However, some rather unexpected ratings emerged in
this task too. For example, Croatian was judged to be
about as close to English as Hausa and Turkish, and much
closer to English than Cantonese or Arabic.

The distances from English were then correlated with
the ordering of languages along Dimension 1 (horizontal),
Dimension 2 (vertical) and the Euclidean distance from the
bottom left corner (i.e. the point with coordinates �2, �2)
in the MDS solution from Experiment 1 (see Table 3).
These correlations (Pearson product-moment) were calcu-
lated with scores on the continuous distance-from-English
and MDS dimension scales. These correlations indicated
that Experiments 1 and 2 converge in establishing the
east–west dimension and the integrated two-dimensional
space in the MDS solution as salient dimensions of sound
similarity for a diverse set of languages for native English
listeners.

Taken together Experiments 1 and 2 represent a first
step towards establishing the general feasibility of language
classification based on perceived phonetic similarity. The
predictions based on the free classification task were partly
confirmed by the distance-from-English task: both the
east–west dimension and the distance from the bottom left
corner of the MDS space shown in Fig. 2 were significantly

correlated with the perceived distances from English. The
task demands were somewhat different in the two tasks,
however, which may explain the differences that were
observed, particularly with respect to the attention that
was paid to marked back consonants in judging language
similarity. In the free classification task, the listeners were
asked to make discrete groups of languages and no lan-
guage was provided as a reference. In the distance-from-
English task, the listeners were asked to arrange languages
along a continuum from most to least similar to English.
Perceptually similar languages would be grouped together
in the free classification task and would likely be ranked
as equally distant from English in the distance-from-Eng-
lish task. Perceptually different languages would be
grouped separately in the free classification task, but could
potentially still be ranked as equally distant from English
in the distance-from-English task. The explicit reference
to English or the intrinsically uni-dimensional nature of
the distance-from-English task may have encouraged the
listeners to attend to a somewhat different set of properties
(or to weight the same properties differently) than when
they were asked to sort the languages by overall similarity
without explicit reference to English.

The present data also have several important limita-
tions. First, the present analyses are based on a very small
sample of languages and each language was represented by
just one brief audio sample produced by just one native
talker of the language. Obviously, this extremely limited
sample is not sufficient for drawing strong conclusions
about the perceived sound similarity of the languages. In
a study of language discrimination that avoided a con-
found of talker and language by having pairs of languages
produced by bilingual speakers, Stockmal et al. (2000)
report that listeners were able to abstract from talker to
language characteristics. Thus, in a future, “scaled-up” ver-

Table 4
The distance-from-English “ladders” from all four listener groups in Experiments 2 and 3. Ladder rung “1” is closest to English, “17” is farthest from
English.

Ladder rung Listener Group

English Dutch Mandarin Turkish Korean

1 Dutch Dutch Hungarian Slovene Swedish
2 Catalan Galician Swedish Swedish Dutch
3 Galician Swedish Turkish Dutch Hungarian
4 Croatian Catalan Galician Hebrew Turkish
5 Swedish Slovene Dutch Japanese Catalan
6 Hausa Hungarian Catalan Croatian Slovene
7 Turkish Hausa Slovene Turkish Galician
8 Hungarian Croatian Persian Catalan Persian
9 Korean Korean Croatian Sindhi Sindhi
10 Japanese Turkish Sindhi Galician Croatian
11 Slovene Sindhi Amharic Hausa Amharic
12 Persian Amharic Hausa Hungarian Arabic
13 Hebrew Persian Arabic Cantonese Hausa
14 Amharic Japanese Korean Korean Hebrew
15 Sindhi Hebrew Hebrew Persian Cantonese
16 Arabic Arabic Japanese Amharic Japanese
17 Cantonese Cantonese Cantonese Arabic Korean

Table 3
MDS (Experiment 1) and ladder (Experiment 2) correlations.

Parameters (Pearson product-moment
correlation coefficient with scores on the
continuous scales)

Correlation with
distance on ladder

Dim. 1: marked dorsals 0.44
Dim. 2: “East-West” 0.69**

Euclidian distance from �2, �2 0.72**

** Significance at the p < .001 level.
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sion of the present study that includes multiple talkers from
various languages, we may be able to assess both intra- and
inter-language sound similarity, thereby making it possible
to confidently identify the physical dimensions that under-
lie the perceptual dimensions of overall language sound
structure similarity as distinct from individual talker
distances.

A second major limitation of the data from Experiments
1 and 2 is that they are based on classification patterns
from native English listeners. It is likely that perceptual sal-
ience interacts with experience-dependent learning in such
a way that rather different classification patterns would
be observed in data from listeners from different native lan-
guage backgrounds (cf. Vasilescu et al., 2000, 2005; Barkat
and Vasilescu, 2001; Meyer et al., 2003). For example,
while speakers of a language without marked back conso-
nants may find the presence of such consonants highly sali-
ent, native listeners of a language with these consonants
may not find their absence salient at all, resulting in a
rather different perceptual similarity space. In order to
address this issue of language-background dependence,
we conducted Experiment 3 in which listeners from differ-
ent native language backgrounds performed the ladder task
(ranking of languages in terms of the overall phonetic dis-
tance from English as in Experiment 2). Recall that the free
classification task was designed to exclude English and
other languages that would be highly familiar to American
students to make the stimulus materials equally unfamiliar.
The task would be fundamentally different if the native lan-
guage of the listener was included, and results would not be
comparable across listener groups from different native
language backgrounds. Thus, we present only distance-
from-English data from the non-English listeners due to
the fact that for each of the four groups of non-native Eng-
lish listeners, their native language or a highly familiar,
related language was included in the set of 17 language
samples. Given that English was included as the common
baseline for judgments of language distance in the ladder
task, the inclusion of the native languages of non-English
listeners should be less disruptive in this task than in the
free classification task.

4. Experiment 3

4.1. Method

The stimuli and procedure were identical to those of
Experiment 2. As in the experiments with the native lis-
teners, three of the four groups of non-native listeners
(Dutch, Mandarin and Korean) ended the test session
by performing the language identification questionnaire.
The Turkish listeners did not perform this language iden-
tification questionnaire due to practical constraints on the
collection of this data set. Nevertheless, at the conclusion
of the data collection sessions, the Turkish listeners were
asked informally whether they could identify any of the
languages.

Four groups of listeners participated: 20 native speakers
of Dutch (17 females, 3 males, age range 19–27 years), 16
native speakers of Mandarin (8 males, 8 females, age range
22–28 years), 13 native speakers of Turkish (8 females, 5
males, age range 20–26 years), and six native speakers of
Korean (4 females, 2 males, age range 23–30 years).3 The
Mandarin and Korean participants were recruited from
Northwestern University’s International Summer Institute
2007 (ISI 2007) and tested in the Phonetics Laboratory in
the Department of Linguistics (same as for the native Eng-
lish speaking participants in Experiments 1 and 2 above).
ISI is an annual, month-long program that provides inten-
sive English language training and an introduction to aca-
demic life in the USA to incoming graduate students from
across Northwestern University. The institute takes place
in the month before the start of the academic year. ISI par-
ticipants have all been admitted into graduate programs at
Northwestern and are nominated by their departments for
participation in the program. All ISI participants have met
the university’s English language requirement for admis-
sion (TOEFL score of 600 or higher on the paper-based
test, 250 or higher on the computer-based test, 100 or
higher on the internet based test), but have no or very lim-
ited experience functioning in an English language environ-
ment. At the time of testing for this study, the ISI
participants had been living in the USA for less than
1 month. Both the Turkish and Dutch groups were tested
on the same type of equipment (computers and head-
phones) as used in the Northwestern University Phonetics
Laboratories. The Dutch participants were all students in
Nijmegen, Netherlands and were tested at the Max Planck
Institute for Psycholinguistics. As is typical for Dutch uni-
versity students, their proficiency in English was relatively
high. The Turkish participants were all tested at the Middle
East Technical University, in the Turkish Republic of
Northern Cyprus. These participants were all students at
the university, with a relatively high level of English profi-
ciency as evidenced by the English language medium of the
university. All non-native listeners were paid for
participating.

4.2. Results

The post-test questionnaire showed that the Dutch lis-
teners were all able to identify their own native language,
and as a group they were moderately accurate at identify-
ing Arabic and Cantonese. On the three point scale
(0 = incorrect or blank, 1 = correct geographical region
or family, 2 = correct language), the average language
identification scores for Arabic and Cantonese by the
Dutch listeners were 1.3 and 1.4, respectively. The Manda-
rin listeners were generally able to identify two of the 17

3 The different numbers of participants in each group was due to
recruitment constraints. A statistical consequence of this variation is that
the means (e.g. in Table 2) from the smaller groups may be less stable
(noisier) than the means from the larger groups.
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languages, namely Cantonese and Japanese. On the three
point scale, the average language identification scores for
Cantonese and Japanese by the Mandarin listeners were
1.5 and 1.8, respectively. The Korean listeners were all able
to identify their own native language and Japanese, and
were also generally able to identify Cantonese (average
score of 1.3). The Turkish listeners did not perform the lan-
guage identification questionnaire, however post-test infor-
mal debriefing about strategies used and languages
recognized indicated that they all recognized Turkish (their
own language) amongst the set of 17 languages. Addition-
ally, one Turkish listener mentioned identifying Arabic and
Chinese in the set of languages, and one other mentioned
Japanese. Thus, as expected, for the non-native listeners
the set of 17 languages included some highly familiar
languages.

Included in Table 2 are the mean distances from English
as rated by the Dutch, Mandarin, Turkish and Korean lis-
teners. Table 4 shows the distance-from-English “ladders”

for all four listener groups. Table 5 shows the distance-
from-English correlations (Pearson product moment with
scores on the continuous rung scale) between the four listener
groups. Also, shown in Table 5 are the average rank differ-
ences across each of the pairs of listener groups. These aver-
age rank differences were calculated from absolute values of
the differences in rankings across listener group pairs for
each of the 17 languages. For example, an average rank dif-
ference score of 2.3 rungs for the Mandarin and English lis-
teners indicates that on average the English listener distance-
from-English rankings for each of the 17 languages was 2.3
rungs from the Mandarin distance-from-English rankings.4

As shown in Table 5, the rankings from the Dutch lis-
teners were highly correlated with the English, Mandarin
and Korean listeners’ rankings. Similarly, the Mandarin
and Korean listeners’ rankings were highly correlated.
The English and Mandarin listeners’ ranking were also sig-

nificantly correlated, though less strongly than the other
correlated pairs. Parallel to these correlation coefficients,
the average English–Dutch, Dutch–Mandarin, and Man-
darin–Korean rank differences were relatively small (less
than an average of 2 rungs apart).

The overall picture from the correlational analysis in
Table 5 is one in which the distance-from-English ladders
from the five groups of listeners are generally significantly
positively correlated with each other. The language ladders
from the five different groups of listeners showed some gen-
erally consistent trends. For example, all listener groups
placed Swedish and Dutch within the first five rungs (i.e.
quite close to English) and Cantonese within the last five
rungs (quite far from English). Two pairs of languages, Gali-
cian–Catalan and Hebrew–Japanese, were consistently
ranked close to each other on each of the five ladders shown
in Table 4. Overall, amongst the four groups of non-native
English listeners, three produced distance-from-English
“ladders” that were highly correlated (p < .002) with each
other (the Dutch, Mandarin and Korean listeners), and
two of these non-native listener groups produced distance-
from-English ladders that were highly significantly corre-
lated with the native English listeners’ ladder (the Dutch
and Mandarin listeners). The Turkish group’s distance-
from-English ladder was significantly correlated with that
of three of the other groups (English, Dutch, and Korean)
though less strongly than the other correlations. The one
exception to this pattern is the correlation between the Turk-
ish and Mandarin distance-from-English ladders which
failed to reach significance at the p < .05 level. This relatively
consistent pattern of distance-from-English rankings sug-
gests that native language background may play a rather lim-
ited role in the perception of overall phonetic similarity of
languages, at least in a one-dimensional classification task
that focuses attention on perceived distance from an
“anchor” (in this case, English).

5. General discussion

The overall goal of this study was to devise a means
of representing natural languages in a perceptual similar-

Table 5
Distance-from-English correlations (Pearson product moment correlations with scores on the continuous rung scale) and average rank differences (in
parentheses) between the 5 listener groups.

Listeners Dutch (n = 20) Turkish (n = 13) Mandarin (n = 16) Korean (n = 6)

English (n = 23) 0.90 0.57 0.64 0.57
p < .001 p < .05 p < .01 p < .05
(1.8 rungs) (2.1 rungs) (2.3 rungs) (2.4 rungs)

Dutch (n = 20) 0.59 0.74 0.70
p < .05 p < .001 p < .002
(2.9 rungs) (1.7 rungs) (2.2 rungs)

Turkish (n = 13) 0.43 0.50
p > .05 p < .05
(3.1 rungs) (2.3 rungs)

Mandarin (n = 16) 0.94
p < .001
(1.2 rungs)

4 Please note that the numbers in Table 2 are given with precision up to 1
decimal point. The average rank distances provided in Table 5 were
calculated with more precise numbers. Thus, there may be some small
degree of “rounding error” between averages calculated on the basis of the
numbers in Table 2 and the numbers provided in Table 5
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ity space. This means of classifying languages could then
be used to predict generalized spoken language intelligi-
bility5 between speakers of various languages when com-
municating in the native language of one of the talkers
(intelligibility of foreign-accented speech for native listen-
ers of the target language) or when communicating via a
third language. Based on the type of data from the pres-
ent study we could potentially develop and test predic-
tions such as the following: Cantonese-accented Sindhi
and Sindhi-accented Cantonese should be relatively intel-
ligible to native speakers of Sindhi and Cantonese,
respectively (Experiment 1); Native speakers of English
should find Hausa-accented English easier to understand
than Cantonese-accented English (Experiment 2); Can-
tonese-accented English and Sindhi-accented English
should be relatively intelligible to native speakers of Sin-
dhi and Cantonese, respectively even though they may
both be quite difficult for native English listeners to
understand (Experiments 1 and 2). And, Turkish speak-
ers may find Slovenian-accented English easier to under-
stand than Hungarian-accented English, whereas
Mandarin and Korean speakers may find Hungarian-
accented English easier to understand than Slovenian-
accented English (Experiment 3). As discussed in detail
in (Derwing and Munro, 1997; Munro and Derwing,
1995), there are in fact three related but independent
dimensions of language distance that are likely to influ-
ence speech communication: objective intelligibility, sub-
jective comprehensibility, and degree of perceived
foreign accent. It is possible that with a well-defined per-
ceptual similarity space for languages, we could develop
a principled analysis of all of these parameters of lan-
guage similarity.

While these specific predictions are suggested by the
present data, it is important that the present study be
viewed more as a demonstration of an approach than as
the presentation of a well-founded, actual perceptual simi-
larity space for languages. The limitations of the present
data are substantial, particularly with respect to the con-
straints imposed by the limited set of languages included
and by the single speech sample per language that was pre-
sented to the listeners. Without a broader set of languages
and a much more varied set of samples per language, we
can conclude little about the true overall sound structure
of the global system of modern languages. Nevertheless,
based on the present study we can draw three general con-
clusions regarding the development of a perceptual similar-
ity space for languages.

First, the free classification and “ladder” techniques
hold great promise as a means of assessing the overall
phonetic similarity of various languages. A major asset
of these techniques is that they allow the inclusion of a
large number of language samples without requiring judg-
ments of similarity for each possible pair of language
samples. Second, any perceptual similarity space for lan-
guages may have to be considered with respect to a par-
ticular listener population. However, the results of
Experiment 3 suggest that listeners from a variety of
native language backgrounds may display similar patterns
of perception of overall phonetic similarity between lan-
guages. This suggests that there may be some sound struc-
ture features that have general salience and that may play
important roles in the distance relationships between lan-
guages regardless of the listeners’ language backgrounds.
Finally, while the prospect of devising a highly general-
ized, perceptual similarity space for languages may be
highly ambitious and somewhat daunting, a “scaled-
down” rather than scaled-up version of the present study
may be a profitable direction to follow for many practical
purposes. For example, several recent studies have dem-
onstrated that speech-in-speech perception is more accu-
rate when the language of the target and background
speech are different than when the target and background
speech are in the same language (Rhebergen et al., 2005;
Garcia Lecumberri and Cooke, 2006; Van Engen and
Bradlow, 2007; Calandruccio et al., in press). However,
it is not yet known whether this release from masking
due to a target and background language mismatch is
modulated by the phonetic similarity of the two languages
in question. An independent measure of phonetic similar-
ity of a relatively small set of languages would allow us to
address this question, which would in turn allow us to
make progress towards identifying a mechanism that
may underlie the observed patterns of speech-in-speech
perception. Similarly, work on speech intelligibility
between non-native speakers of English has demonstrated
that non-native listeners can find non-native (i.e. foreign-
accented) speech as or more intelligible than native-
accented speech (e.g. Bent et al., 2008; Hayes-Harb
et al., 2008; Imai et al., 2005; Munro et al., 2006; Stibbard
and Lee, 2006; Bent and Bradlow, 2003; van Wijngaar-
den, 2001, 2002 among others). Target language profi-
ciency appears to play an important role in this
“interlanguage intelligibility benefit” (e.g. see Hayes-Harb
et al., 2008; Smiljanic and Bradlow, 2007), nevertheless it
has also been observed to extend to non-native listeners
from different native language backgrounds (e.g. Bent
and Bradlow, 2003). However, it remains to be deter-
mined exactly which native language backgrounds pro-
duce relatively intelligible foreign-accented English for
exactly which groups of non-native English listeners. Here
too, progress could potentially be made by pursuing a
free-classification and/or ladder approach to assessing
the overall phonetic similarity of a particular, relatively
small set of languages.

5 Following Derwing and Munro (1997) and Munro and Derwing
(1995), we use the term “intelligibility” to refer to objective speech
recognition accuracy as assessed by word or sentence transcription
accuracy (in terms of percent correct recognition). This is in contrast to
subjective judgments of “comprehensibility” and “accentedness,” which
refer to a assessments along a rating scale of a talker’s understandability
and degree of foreign-accent, respectively.
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Appendix A

Language Language Sample (IPA)

Amharic jelEbbEsEwl l i
•

bsaw¿llEk’E

Arabic xala?a ?abaa/atahu ?alaa ttauw

Cantonese p

a

ke ffNe thfNc thai˛ j�Nc h

a

i�

tou˝ au˛ k an� pine k¿˛ leke tie
Catalan lE t|EmuntanE j El s¿l Ez

ðisputa�En

Croatian i ne pod‰e+ naku+paNe u

rjie+ku tekut c
�
itsu

Dutch dE no+|dEˆInt bEv¿n �yt AlE

mAv tE bla+zE

Galician o �ento ðo n¿|te a�andonow o

sew empe›o
Hausa ja zo+ sE›e/ dE ri+gEr sE›ii
Hebrew mi mehem �hazak joter

Hungarian minel erøSeb+eM fujt

Japanese koNdo wa taijo+ no baN ni

na˙imasita
Korean an ms su E+bsV mm›ida
Persian dovre xodeS dL�m/ k�rd
Sindhi gErEm koÇf pae fta eci leng Þjo

Slovene da je so+ntse motSneiSe ¿d nje+ga
Swedish gav nu+�an vIndEn hE pf�§ø+kot
Turkish poj|az va| j

��
ydZle esmije

baSæad m
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